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[0 OPS(Operations Per Second), 1 TOPS RFAERBFIHIT—AZX(102)HE
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FLOPs

O FRiEEXH#(Floating Point Operations) Ak # SR HEEZRE, ERHEMEMNKZIRER
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O FmBRZFEEMultiply—Accumulate Operations, 1MACs 84— RERIES—MNNERE,
~2FLOPs, @EMACS5FLOPSTEHE—N2fERIX .
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KE: (FRIFRIBAFLAR H) ) Al Compiler 6



) Al BRI

FEBLLAX S

rsity of Sci and Technology of Chin

|. ¥5E Accuracy

B i H 4% (FP32/FP16 etc.)

B AL R E (ImageNet 78%)
2. &M E Throughput

B S5%KELAHE (high dimension
tensor)
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[J OrangePi Kunpeng Pro (16G)+FPGA (OP1 MSOC)
B OS: openEuler 22.03

B 54%: 4% 32MB #9 SPI Flash; SATA/INVME SSD(M.23% 2 2280)
eMMCHfii: 7] 4MEeMMCHELH:; eMMC5.1 HS400; TFfif

OrangePi Kunpeng Pro (#4737 50)
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16 NLEDYT
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1)) O PyTorch FOBZLLXE

DyTO rch 2.0 T"'{'E“?;Tﬁ%%‘— >—_l*Eag[https://pytorch.org/]
Meta Al, 202353
B4 torch.compile(), —{T4CHSCINANIE

B Faster: REBEAKRERD, BIHEFBEAREFRARDIGAEEZRE

B More Pythonic: ZR S RGRR, TEREGPyTorch 3 SR EFH
FiR

B doc, github; Video: PyTorch Conference 2022, Dec 13, 2022

] iex PyTorch 1.Q[NeurlPS 2019] PyTorch 2 QIASPLOS2024]
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https://pytorch.org/
https://docs.pytorch.org/docs/stable/index.html
https://github.com/pytorch/pytorch
https://www.youtube.com/watch?v=vbtGZL7IrAw
https://proceedings.neurips.cc/paper/2019/hash/bdbca288fee7f92f2bfa9f7012727740-Abstract.html
https://dl.acm.org/doi/10.1145/3620665.3640366
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Graph Graph Graph
Acquisition Lowering Compilation
12322:::‘:;:: d ATenI?rim IR ; ‘IF‘gtr::r:Inductor (default) powered by Triton
Torch IR ATen/Prim IR Egi{,fe‘,"“ pekene
\ FX Graph / E ::-T‘:,-mplate
: i TensorRT
CN ] T NN
. [x] \ @ g | e Ll mEN
| 1 | EEN R NN
def foo(x): T 1, N Em
y = F.conv2d(x, ...) , 1L j - il A
z = F.batch_norm2d(y, ...) = BatchNorm —  [x]- —> (mmm EmE= 11
return F.relu(z) ‘ v | stdv() | s o e
' 5 |
¥ , T T 1 PR
ly| | EEN Ems mEn
v 1 EEN Em EHE
BTN LB R A RR AL RS RS
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X.1.1 TorchDynamo

PyTorch 2.0[ASPLOS2024]- pyTorch 2.0 /&R ¥


https://dl.acm.org/doi/10.1145/3620665.3640366
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PT2 for Backend In‘tegra‘tion

415+ AT & (Forward)# H /i 3k+H L B L o g

python S FBHIIBIE S
B TRemReyH H B, Meager modeid 7 BT

B AEFKEY, dynamo &G XL B w4 4OT Adtograd
% 4%

[_esfoxcy
FX Trocer

Backend Y . Integration Interface
def f(x) % lgl 1 Tinductor nvF:user‘( AI’T’Qm@[o\te [ Others
a=x*2
b=a + torch.from_numpy(np.randn(5)) Codegen | ruuctor Loop-lovel TR N |
if b.sum()>0: . Backends ([ / m— az:rgxn»:if,[m:;n at
0 o / C n O\ al
. Ser_‘e’cu rn b.sin().sin() | 7K 2 Téton Op;:MP N S e
— |} with Inductor
[ Tecurn D.cO5().Cco5() FE 3
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PT2 for Backend Integro“t?on

415+ 737 & (Forward) + H- 4 3k ++ 3 L o g
Python 155 RYHIR S FE#R

______________

B ARG, dynamo RIS LG 3% Saican o

28 e O
Z X Graph in Aten/Prms IR
gi EJ‘I%S Backend \L J " In‘tegrat}on Interfoce

- 44
Torch IR (FX Graph) tnductor | (e e il |
codefle" Incluctor Loop—le_vel IR
Backeno(s Mlo(-lo\t/er Integration at
Triton 293/ v VAW o el B o
Sl || Oz
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ZERFNIT

£33

B IRMBSEKIELEH

O
O

fx.Graph #% 75 % X {4 (SSA),
fx.Node & 7~ —ANi+ 5 ¥ 3%,
target. args. kwargs, ZKIBAR#IE T

Node®yargs #= kwargs) £ X & T

B ERHFHIBK

O

£ B3R 78 Dynamodi 35k 1 3h A 4
55 4. Symlnt, SymFloat,

Fa it

sym max, sym sum,

7

B iR

&, 4 —41 Node
8,42 /& op.

(Bp

B fx.Graph 23 #& T A A &9 Python Code
$+ 454 fx.GraphModule, @i forward 7724 1 H

[Arxiv2112.08429] torch.fx: Practical Program Capture and Transformation for Deep Learning In Python

O

class GraphModule(torch.nn.Module):

def forward(self, ... ):
input_1 = _nn.linear(l_args 0 _, ...)
input_2 = nn.functional.layer_norm(input_1,
(128,), ...)
input_3 = nn.functional.silu(input 2, inplace
= False)

return (input_9,)

Torch IR *fR K Python BSR4

=F

op target args kwargs
call_module | nn.functional. (input_2,) {inplace:
silu False}
Node input_3 K)g*
22
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https://docs.pytorch.org/docs/stable/fx.html#torch.fx.Graph
https://docs.pytorch.org/docs/stable/fx.html#torch.fx.Node
https://docs.pytorch.org/docs/stable/torch.html#torch.SymInt
https://docs.pytorch.org/docs/stable/torch.html#torch.SymFloat
https://docs.pytorch.org/docs/stable/generated/torch.sym_max.html
https://docs.pytorch.org/docs/stable/generated/torch.sym_sum.html
https://docs.pytorch.org/docs/stable/fx.html#torch.fx.Graph
https://docs.pytorch.org/docs/stable/fx.html#torch.fx.GraphModule
https://arxiv.org/pdf/2112.08429
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*}‘:ﬁ*uﬁ$ﬁ Python '?-I':Iﬁﬁg ;zsgizszzoideredmct()

for i in range(repeats):
layers[f"fc_{i}"]

o =

2
<
W

X & &
@ ~- 2 >
‘“Q)
%, &
27‘"’@ and Te

nn.Linear(h, h)

374 > layers[f"1n_{i}"] : nn.LayerNorm(h)
. i"& layers[f"silu_{i}"] = nn.SiLU()
model = nn.Sequential(layers).cuda().half()
torch compileﬁlﬁlaggliﬁ Compiled x = torch.randn((n, h), device="cuda", dtype=torch.floatl6)

compiled = torch.compile(model, mode="reduce-overhead")

E{XPATES, Dynamo £37E Python f#RE % "y S comiIeat

y = compiled(x

PATHFT RS (_PyEval_EvalFrameDefault)  Defavk Python Behavior TorchDynamo Behavior
ZHT, R OR, ASEPRAT Moot -

B 547 Python 5 4 ? =
Dynamo 1% 2% 70 B e £ 1) 715 6, = pycodeotiec PyFrameObject ——>. PyCodeObject
O R%H PyTorch #:4E(torch.* bits) e
O CREZER] PyTorch #4E A mIE PyRval EvalFrameDefaul rersterm || toren i

@Ld_s_, MQIVSIS * x FX Graphs
HETNINPIS oo |rensomes | o
| Patche ) ___> PyCode jeqt ser- e_lne
O 4 A3 K A 5 % (Graph Break) o RS (B

: call é
: Compiled Function |

K2 (mFFREMFA _PyEval_EvalFrameDefault()

L R

PyFrameObject
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N

e, I
“ice and T

Defaul+ PtfH«on Behavior

=& F 5347 Python F1585

Te orch:Dc/namo Behavior

PyCodeObject

JTyFrameObject

_PyEval_EvalFrameDefault()

AN Cached :
PyFrameObject ———>' PyCodeObject :
dyanmk
| ByanAe
(Efid_s.; analysis + S| FX Graphs
: tronsForm (torch.* bits)
T T T T T 1 Transformed ]
| Patched I .| PyCodeObject User-defined
| PyFrameObject '1 : | (non-torch.* bits) Compiler

call

Compiled Function

_PyEval_EvalFrameDefault()

n, h = 32, 128

repeats = 3

layers = OrderedDict()

for i in range(repeats):
layers[f"fc_{i}"] = nn.Linear(h, h)
layers[f"1n_{i}"] = nn.LayerNorm(h)
layers[f"silu {i}"] = nn.SiLU()

model = nn.Sequential(layers).cuda().half()

x = torch.randn((n, h), device="cuda",
dtype=torch.floatl16)

compiled = torch.compile(model, mode="reduce-
overhead")

[ Input Tensor: [32, 128] ]

v

Linear
LayerNorm | x3
Silu

v

[ Output Tensor: [32, 128] J
R 2
B 7R A5

with torch.no_grad():
y = compiled(x)

SRR IR F 75 (compiled BR#L)
© COPY_FREE_VARS 1
68 2 RESUME 0
70 4 PUSH_NULL
6 LOAD_DEREF
8 LOAD_FAST
10 BUILD_MAP
12 LOAD_FAST
14 DICT_MERGE
16 CALL_FUNCTION_EX
18 RETURN_VALUE

(fn)
(args)

(kwargs)

PR ROON

None
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or

D T

f N Cached
) PyFrameObject }—‘% PyCodeObject PyFrameObject ——%" PyCodeObject
Dynamo Il — ¥ #1 J5 f\JPyCodeObject, S
A S D A > ' b &Coo(&
B i JR R ) PyToreh tH5E 9, 16 FH 4 G s + Ao oo
y N g, _PyEval_EvalFrameDefault() Transtorm (torch.* bits)
VA B = RSB

T T T T 1 Transformed _
mEA5ERA DA i ||Vt
> N7 > A VI, call
Hﬁﬁiﬁ@@é&%ﬁ%%ﬁzﬁﬁo ‘F_‘{j_(—[’ﬁ:ﬂ}zﬁ \ﬂ/ Compiled Function
compiled, JGKu# Z I Guards, #%

_PyEval_EvalFrameDefault()
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— . e ‘ X
Dynamo I {TRRmIFERIIFHIE FEAZLL XS
O #ITHREFLE R S ERES

s PN
“ce and TeC

ﬁ‘%ﬁ?@ﬁﬁﬁ?jﬁ@(complled %)
© COPY_FREE_VARS
68 2 RESUME 0
Default Py-l—hon Behavior T_orch:()t/namo Behavior 70 4 PUSH_NULL
6 LOAD DEREF 2 (fn)
- - 8 LOAD_FAST @ (args)
foo(...) foo(...) 10 BUILD MAP 0
~ S 12 LOAD_FAST 1 (kwargs)
~N
S N e, 14 DICT_MERGE 1
NN LN Cached ° 16 CALL_FUNCTION_EX 1 |
IT)/FrameObject PyCodeObject PyFrameObject —>| PyCodeObject ' None e RETURN_VAL%
. Jyom»ﬁc
: bytecode
Guz : lysis +
PyEval_EvalFrameDefault() (s L rarsPorm B Graphs
_PyEval_EvalFrameDefault : (torch.* bits) v y 1 .
' GniESE R BT Y (compiled BER¥K)
I_P‘t"h'd”‘“*1|§ Trans;ormbed User-defined 68 © COPY_FREE_VARS 1
| Fatche! ._é PyCO eO ject ser-aefine 2 RESUME %)
| PyFrameObject !: - * bi Compiler
yrrameobject ;| (non-torch.* bits) P 4 LOAD_GLOBAL 11 (NULL + _ compiled_fn_7)
I 14 LOAD_GLOBAL 13 (NULL +
: o __import_torch_|dot__dynamo_dot_utils)
: Compiled Function | :

/ 612 CALL 13

: 620 UNPACK SFQUENCE 1
624 RETURN_VALUE

¥ compiled eR%L A XT R FH B i i i A hone

] ompiler 26
___compiled_fn_xxx




g% Torch IR (FX Graph) M X

O %-#7 Python & A (Bytecode) # #4745 #.47 (Symbolic
Execution), #IRAZ/H P89 PyTorch #4F

W FHEEHN Fx Graph (Torch IR) HIEEDYRAY

or

X &L 0
® X
~ )
=
1958
% s
%, L
o
\S\(V"”C«‘ and 765

class Instr‘uctionTr‘ansl:f\tor'Base( o  FhAHhAE FX Graph. XML AT IR
metaclass=BytecodeDistpatchTableMeta,): %@’Mﬂ:ﬁ%ﬂ{ff, #%Tﬂﬁﬂ%ﬂﬁj E/‘Jﬁ“ﬁﬁé’ﬁzy

def step(self):

B T SEBRBAT A R I 2 TR, [R] I R AR AL
AR P oE U BIT B AR R A AL

self.dispatch_table[inst.opcode](self, inst)

HZ A SHITHEEIR Fx Graph (Torch IR)

class GraphModule(torch.nn.Module): ° %l’%%”iﬂ%?ﬁﬁi%U/ﬁ\ IZ@&JBE\ /ﬁ\:’ﬂﬂi/l\ﬁ“:ﬁ
def forward(self, ... ): B P AN AR, KA “graph break”,
P o M4 b 2\ 2o
input_1 = torch._C._nn.linear(l_args 0 , ...) Dyjamo K/I_Ié'HU1+ﬁF§hﬁ\1TfJ/{ J . %Eﬁk
input_2 = torch.nn.functional.layer_norm(input_1, (128,), ...) %HU?E@Fﬁﬁéﬁl%Bﬁfﬁ, 3?1@1’3‘%’%1%%5%,
input_3 = torch.nn.functional.silu(input_2, inplace = False) ZEQ]&@%%%E@%%@

- Dynamo ffi2—4 FX Graph, iX&—
i Python fUSA & kF R 1HEE R IR,
return (input_9,) Bl I#R 2~ Torch IR,

A\ fimodelxf N [#] Torch IR
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https://github.com/pytorch/pytorch/blob/v2.7.1/torch/_dynamo/symbolic_convert.py#L1218
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X.1.2 AOT Autograd




$—_F&: AOT Autograd YoazaArg
/_’E_]- Xﬂ- }i “L:'J % éé% i+ ﬁ_ PT2 for Backend Integration

\I, User Model Sc{‘ip‘t

- ntend ¥ .
O &3y i N i

|

|

= |
Mgrote 1 X Trocer

|

O AfEAHwith torch.no_grad() S PO S—— h

AO’FAu‘tOffrad
Forward
computation - . ’

X Giroph in Aten/Prims IR

graph J/ e G Integration Interfoce

Inductor y\vFuse_r‘l AITemp[o:te, I Others

Codegen | ruluctor Loop-
Backward - ka el prlicher fae ks Mid-layer Integration at
computation o Cas/ o Aten FX graph layer
raph it ers 777 Low-level Integration
grap OPQV\MP || with Inductor ¥
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b ° . » k \
ATen/ Prims IR 4:@@@4”;

O AR LRE xGraph B PE R “HF£”
O jndt. BAUE LR EE S ECE I E T AP SR Z, g —3RR?
HER: EXGUHEHTES, HoETFHHERN—1MERE T

O ATenlIR
D NOde E[/\] target ﬂéﬁﬂ torChOpsaten* class <lambda>(torch.nn.Module): B HE
def forward(self, ...):
D XTJ‘:J:% PyTorCh C++ EIA:TE/‘J*Z‘D%@%EF M E‘X_} Prlms IR r.)(.er.‘mute: "f16[128, 128]" =
torch.ops.aten.permute.default(arge_1, [1, 0])
. _ . r s ; _default_2: "f16[32, 128]" =
D Prlms IR /]\Ef%lj /fk‘é@‘ %ﬂﬁﬂ&ééﬁ—%% " etf‘)lrj‘ch.ops.aten.mm.deFaul‘c(ar‘gZ_l, permute)
add_tensor_2: "f1l6[32, 128]" =
D Node El(] target ﬂéﬁn Orchopsprlms* torch.ops.aten.add.Tensor(mm_default 2, argl 1)
;ééurn (convert_element_type_20,)

O Inductor (Triton J& i) FNH AR P25 10 2 H#x IR
O wLLH ATen IR 70 fig ik, 15 mARER A2 i B A B T 5L BT

41 add, mul, rsqrt, reduce, view, broadcast

FX Graph T[%%] ATen IR [ Python g RH
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https://docs.pytorch.org/docs/stable/fx.html#torch.fx.Graph
https://docs.pytorch.org/docs/stable/torch.compiler_ir.html#core-aten-ir
https://github.com/pytorch/pytorch/blob/main/aten/src/ATen/native/native_functions.yaml
https://docs.pytorch.org/docs/stable/torch.compiler_ir.html#prims-ir
https://github.com/ustc-compiler/2025fall/blob/ai-compiler/docs/further/ai_compiler/output/example_2.log#L51

X &L 0
4

A\
”%
5 2

o )

S, o
e, el
“ce and Te

FX Graph &%) ATen/Prims IR~ T8#4Z&4%2

A Y
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
U

( N

VLHE i SERE T, e

{135k & Torch B Aten
bR B0

__torch_function__ ##%3f
¥ Torch %A

O 545 % TorchIR+v&E
A PyTorch HF (Flde __torch_dispatch__ #:#3f
nn.Linear) Sk 4 a, ¢ A\ TEACEHAE = : i
BFHEFELS, IANRADY [ Patten ] RAFIAT SR FH A7

‘ _ Matching RICAL Hit #2
HF £ 44 H ATen/Prims IR S—

[ R ———

oA ——— —

def maybe_handle_decomp(...):

if op in CURRENT_DECOMPOSITION_TABLE:
out = CURRENT_DECOMPOSITION_TABLE[op](*args, **kwargs)
return out

class <lambda>(torch.nn.Module):
def forward(self, arge_1: "f16[128, 128]", argl 1: "f16[128]", arg2_1: "f16[32, 128]", arg3_1: "fl6[128]", argd 1: "f16[128]", arg5_1: "f16[128, 128]",
arg6_1: "f16[128]", arg7_1: "fie6[128]", arg8_ 1: "fl6[128]", arg9 1: "fl6[128, 128]", arglo_1: "fl6[128]", argll 1: "f16[128]", argl2 1: "f16[128]"):
permute: "f16[128, 128]" = torch.ops.aten.permute.default(arge 1, [1, ©])

mm_default 2: "f16[32, 128]" torch.ops.aten.mm.default(arg2 1, permute) > N .
add_tensor_2: "f1l6[32, 128]" torch.ops.aten.add.Tensor(mm_default 2, argl 1) Xﬂ‘mtorCh IREFIEI(J | tOPCh '—C -_nn. 11near

return (convert_element_type 20,)
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https://github.com/pytorch/pytorch/blob/v2.7.1/torch/fx/experimental/proxy_tensor.py#L2292
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X.1.3 Inductor




%_E Inductor YoazaArg

Inductor ¥ ATen/Prims IR #— 3
F&‘& ﬁ'] LOOp-lEVEl I R, %ﬁ%iﬁ PT2 for Backend Integration

\I, User Model Seript

Bl AR AR A L 89 45 AR Fronterd IS aewyean §

2 Lecoc
Duynoamo B o Ty
7 g \ X Trocer !

O #ow: 4k Loop-level IR O PRI S
D fﬁ%ﬁ:ﬁ%ﬁ‘] H‘]ﬂﬁﬂ:ﬁ;\g AO’FAu‘tOffro\dl
O 7f 2025.11, ATen/Prims A 315 ME-F, [ o n /i T8

HE-EEFE S R X 1 e ‘ g -7 ntegrotion Interface
D g% LOOp'Level IR i)&g %4&}% nFuser AI’T@AP(o\tg | Okhers

\ N . co“eﬂen Inductor Loop-leve,| IR RO '
O 5 GPU Ak Triton Backerds 707 e e
N N Vrilon OPQY\MP Others | Low-level Integration
O 4 CPU ‘il C++/OpenMP | o Eadcker
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(2P ' > ‘
G FRAZLEKE
(2)) Loop-level IR ey s -
2 N\ ff & University of Science and Technology of China

Node(
O #AEMHZFE IR: Loop-level IR ame= e 1 L
. . target=0pOverload(op='aten.add’, overload='Tensor"),
O Prims IR A —4Hah& 15 g2 N—> ComputedBuffer args=(c, 1),
users={output: None},
Q N N2 NFay 7K‘ J /
O 4 SOR TR SRR AR AR 1505 ) R
O HEREX: WERIEA Prims IR 5 5 H —4 Loop £~
O HERE X “#ﬁr&éﬁﬁﬁq’&/\i%i&nﬁﬁﬁ-éﬁ” ﬂ
O iR, @it PointWise, Reduction, Scan, Sort ik & ffizs  Cmopetttert s
TR i S orch.float32, # #ifizsn!
JE/JTE}Z J:je_fir!ner__tfn(inzex):ﬁ # THEIZHE
D E rﬁ/ﬂ» T%JLJI—HJ %XE }lhlﬁﬁﬁ‘y j\_ji EXtem Keme| E}‘i-{’ﬂﬁﬁ It?;[lo](-)zlg:)jse)l(oad(bufo, niij *><I;')
ATen 7, 8% TritonTemplateKernel B #24E A% Triton ﬁﬁ% tmp1 = ops.constant(1, torch.float32)

tmp2 =tmpO0 + tmpl

O SAREFH—RIIHET A SchedulerNode ZHRR, ixgeyy — rewomimes
e AT LA AT ACRE A B R AR B G ranges=l32,512), ¢RI

O SchedulerNode {5 ComputedBuffer, ExternKernel, d=c+1 S 2H Loop-Level IR
TritonTemplateKernel, InputBuffer (4 )
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https://github.com/pytorch/pytorch/blob/main/torch/_inductor/ir.py
https://github.com/pytorch/pytorch/blob/main/torch/_inductor/ir.py#L4594
https://github.com/pytorch/pytorch/blob/main/torch/_inductor/ir.py#L1065
https://github.com/pytorch/pytorch/blob/main/torch/_inductor/ir.py#L1215
https://github.com/pytorch/pytorch/blob/main/torch/_inductor/ir.py#L2359
https://github.com/pytorch/pytorch/blob/main/torch/_inductor/ir.py#L2567
https://github.com/pytorch/pytorch/blob/main/torch/_inductor/ir.py#L5740
https://github.com/pytorch/pytorch/blob/2245d7d3b90162ae2958929a22c140537cfc4b42/torch/_inductor/select_algorithm.py#L368
https://github.com/pytorch/pytorch/blob/2245d7d3b90162ae2958929a22c140537cfc4b42/torch/_inductor/scheduler.py#L1409
https://github.com/pytorch/pytorch/blob/2245d7d3b90162ae2958929a22c140537cfc4b42/torch/_inductor/scheduler.py#L1409
https://github.com/pytorch/pytorch/blob/main/torch/_inductor/ir.py#L4594
https://github.com/pytorch/pytorch/blob/main/torch/_inductor/ir.py#L5740
https://github.com/pytorch/pytorch/blob/2245d7d3b90162ae2958929a22c140537cfc4b42/torch/_inductor/select_algorithm.py#L368

X &L 0
4

N
”“))
3
s <

o )

Sor &
e, S
o, i el

. » k 4
Graph T2l Loop-level IR FEBRZLL% S

\

ce g

-
AR A CEkfn matmul )

. . i cuBLAS/cuDNN J%E
O Loop-level IR & #ALE X 43 | 07 type, shape, stride ...

= . . FX Graph Lowering
O SFme, I BENEA ( (emirrm | Lo || —————
Pointwise) F @& — 1M Z R WA, W
le_size

B, MImdEZb WA RS 145 Loop-level IR 42 \ )
[..., SchedulerNode(nodes=Op1l_op2_op4 op5), ...]
O HAhdoAk

to_dtype = ops.to_dtype(add, torch.float32, src_dtype = torch.floatl6)

reduction = ops.reduction(torch.float32, torch.float32, 'welford_reduce', to_dtype)
getitem = reduction[@]

getitem_1 = reduction[1]

getitem_2 = reduction[2]

get_index_2 = self.get_index('index2")

store_reduction = ops.store_reduction('bufl', get_index_2, getitem)

return store_reduction

D Wﬁﬁ%/ﬁ[‘/ﬂz var_ranges = {p@: 32, pl: 128} # shape dimensions
O Bl Bt o e e SHEE
A~ index2 = p@
> 01T R def body(self, ):  # FTIUEM A
[] Zﬂi{&;ﬁ:&ﬂﬁjﬁﬂi : thiiijex =0221f.get_index('index@‘)
A load = .load('bufe’, t_index)
D éﬁ‘{[’j&%’f»fi_’? E)EH gZi_indZ)pil Saselfeget_iﬁsexz?iizexl‘)
load_1 = ops.load('argl 1", get_index_1)
D 3‘:"://1—]3 add = ops.add(load, load_1)
O

. . _ Loop-level IR & EI R HA L& H T opl,
2: (wIFEREBMFZARH) ) Al Compiler $UT layernorm 1 reduction_add i 35
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https://github.com/ustc-compiler/2025fall/blob/ai-compiler/docs/further/ai_compiler/output/example_2.log#L146

(REB4ERE (Triton / C++) tUAZLAXg

e (| S | B | cuon it ovenon - )
= P TH R cu b > \ . . .
' - e " (N 1. 4i % triton kernel (triton.compile)
Loop-level ast->ttir->ttqgit->Ilir->ptx->cubin
IR 2. 83 triton WK cuda driver iz
AT | B Triton AT Y% 58 T — kb SO
\ kernel / \_ )
____________ £ kernel code
triton_per_ fused_addmm_native_layer_norm_silu_© = A iR wrapper code e
Zw1% triton kernel —»<async_compile.tritom'triton_per_fused_addmm_native_layer_norm_ e
silu o', "'’ ce
import triton bufe = empty_strided_cuda((32, 128), (128, 1),
import triton.language as tl torch.float16)
@triton.jit exFern_kernels.mm(argz_l,
def triton_per_ fused addmm_native layer norm_silu_@(in_ptro, reinterpret_tensor(arge_1, (128, 128), (1,
in_ptrl, in_ptr2, in_ptr3, out_ptr3, xnumel, r@_numel, XBLOCK : 128), @), 0Ut=buf9)
QEEEE/\] trlton kernel tl.constexpr\): :uf5h=fimp?{gstPlded_cuda((32, 128), (128, 1),
addmm_native_layer_norm xnumel = 32 orch.float16)
i1 re_numel = 128 stream@ = get_raw_stream(0)
~silu RO _BLOCK: tl.constexpr = 128 triton_per_fused_addmm_native_layer_norm_silu_
rnumel = r@_numel @.run(bufe, argl 1, arg3_ 1, argd_1, buf5, 32,
RBLOCK: tl.constexpr = RO_BLOCK 128, stream=streamo)
xoffset = tl.program id(@) * XBLOCK <o
tl.store(out_ptr3 + (re_1 + 128*x@), tmp35, xmask)
", device_str="cuda’)
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http://222.195.92.204:1480/tensordsl/bench/triton/-/blob/main/python/triton/compiler/compiler.py?ref_type=heads#L360
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X.2 BEFimiEas: Triton

TritonMAPL 2019]



https://dl.acm.org/doi/10.1145/3315508.3329973
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A prOg ramm|ng Ianguage for PT2 for Backend Integration

\j, User Model Seript

highly performant GPU kernels ~ Frrte =l ugs |

DVY\O\MO =

= MI Pa'te | —
7 . FX Trocer !

O E4#&F CUDA, &TLHH e
k=42 5 DSL dpvslbiagaal

D 'fi? ﬁ] }5' S“i\: i'j’.l % );‘i EJ I’i’ iﬁ'% Backend \L P gl B TR Integration Interface

O % T Torch DSL, Triton 70 H srebidion nvmsq AT Templote
}tl E SRAM l:lj %X 5‘%% ( i& TE éj\ Codegen Inductor Loop-level IR T Ml i &
| Mid-layer Integration o

N \ - Backend | Aten FX graph layer
¥ , JEHW LA Torch-like API | i
fE X L7 B

O Triton 2w es 56 % 5 2204

[MAPL 2019] Triton: an intermediate language and compiler for tiled neural network computations

https: 1. ind trit
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https://dl.acm.org/doi/10.1145/3315508.3329973
https://openai.com/index/triton/

Triton 1ZF3H
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B Triton DSL 4§ %

> JFK: SPMDEM, fajfb 174w AE
e tl.program_id

> WNAF: YmiFas HElEBGAE, Witk
TR BT K
e tl.load, tl.store

> YwPE: constexpr SZELZRIFEHICAL,
DU P IE AT I 2R 3 1 0 s 12 e

e tl.constexpr

def triton_per_fused_addmm_native_layer_norm_silu_0(in_ptre,

in_ptrl,in_ptr2,in_ptr3,out_ptr3,XBLOCK:tl.constexpr):
xnumel=32
RO_BLOCK:tl.constexpr=128
xoffset=tl.program_id(0)*XBLOCK
xindex=xoffset+tl.arange(0,XBLOCK)[:,None]
xmask=xindex<xnumel
re_index=tl.arange(9,R0_BLOCK)[None, :]
re_1=r0_index
x@=xindex
tmpO=tl.load(in_ptro+(re_1+128*x0),xmask,other=0.0)
tmpl=tl.load(in_ptrl+(re_1),None)
tmp27=tl.load(in_ptr2+(re_1),None)
tmp30=tl.load(in_ptr3+(re_1),None)
tmp2=tmpO+tmpl
tmp3=tmp2
tmp4=tl.broadcast_to(tmp3, [XBLOCK,R® BLOCK])
tmp7=tl.broadcast_to(tmp4, [XBLOCK,RO BLOCK])
tmp9=tl.where(xmask,tmp7,0)

tmp10@=t1l.sum(tmp9,1)[:,None] < tmp1oftFElayernormitEid
.ow NEE swEstEEE ) BETHNSE—E, ARTEA
tl.store(...) KEERIEE (RE—4%)
FRITTEREZA,
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Trlton IR $¥RAZELXS

B Triton IR (TT IR)A& tile-level 8 MLIR F &
> RFE MLIR FeAd % it

‘ ‘ %a = tt.load %ptr_a : memdesc<16x32xf16>
© SSATS (D St ot S, S e A TATIE
o EAHE®EGRE CFG Triton IR #/E%EHEY 52 data Tile
-  FKMARLGR
- Dialect #L ohval = ttload dhptr, domask
> Tile-level #J IR AL B LR I (3 B2 Tile KL Y

o Tile &—> /NEgksE (FUn 16X 32, 8X128)
Device P —ANitEH A% S A8 B34 IE 3k

- - \ Tile i KRNI E 3R 1L
o IBHE R tile BiE, TiAE scalar *EF“P VB B AR B 7
Bldm: I2H)AB T mask FI, BREH Z IS FIA tile-level J&VEHE S50 Hy/ 347 08
>  AKFE Triton IR B J7E T & Tile-level 11444, St g (HtnZ tile 5T — 1~ SRAM.
JoEHEH IN#Et SRAM)
S A ~ N,
> HATEEA TG R B A
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https://triton-lang.org/main/index.html
https://mlir.llvm.org/docs/
https://mlir.llvm.org/docs/LangRef/#type-system
https://mlir.llvm.org/docs/Dialects/
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Triton %% RAL . Jhont?

e D
D ﬁf.ﬁr%: [ Inline F\
O 507 Python kernel code H 3 G2 1E 104 Pymon h{ i ]_, mon | [ oee | Toton

(AST) , 43k Triton IR " "

D @ﬁ% - paSS /I—j‘ Trlton IR /$§Tﬁ7’j NVAS I NVPTX { Converter J E- @B
fiAbid (1) TritonGPU IR n G

LICM

PTX Asm
O f@ﬁﬁﬁm)ﬁr Passes ‘-.\\ ,/ [ Coalesce h 4
O - Joefiifl: Passes . r TionGPU \ P S « | TrtonGPU
O GPUEI%:‘/T'TE'ﬁE’f% Passes . cusin o
O &35:

O % TritonGPU IR #2344 LLVM IR
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https://github.com/triton-lang/triton/blob/6edcd49ca0f51af3c5e0559b0874dc92d991dae3/python/triton/compiler/code_generator.py#L1590
https://github.com/triton-lang/triton/blob/6edcd49ca0f51af3c5e0559b0874dc92d991dae3/lib/Dialect/Triton/IR/Ops.cpp
https://github.com/triton-lang/triton/blob/6edcd49ca0f51af3c5e0559b0874dc92d991dae3/lib/Dialect/Triton/IR/Ops.cpp
https://github.com/triton-lang/triton/blob/6edcd49ca0f51af3c5e0559b0874dc92d991dae3/lib/Dialect/TritonGPU/IR/Ops.cpp
https://github.com/triton-lang/triton/blob/38a11b859fff79ea214256d3f1cfe43d54e36c2c/python/src/passes.cc#L26
https://github.com/triton-lang/triton/blob/38a11b859fff79ea214256d3f1cfe43d54e36c2c/python/src/passes.cc#L36
https://github.com/triton-lang/triton/blob/38a11b859fff79ea214256d3f1cfe43d54e36c2c/python/src/passes.cc#L48
https://github.com/triton-lang/triton/blob/6edcd49ca0f51af3c5e0559b0874dc92d991dae3/lib/Dialect/TritonGPU/IR/Ops.cpp

,ﬁxé‘&#
SR N FOAZLAE* G
(=2)) Triton {XEB{IL e nd ety oA

O »~E4£E4 (LLVM/MLIR& 4 4LPass)

TR R, JEACREMIER, REAER, Bul, AL TREAMER, AL E
IhgE, ...

O Triton IR Optimizer
O Combine: #FXf3:LE4%FE pattern ) B 5L4L
O EefndE sum(x[;, ;, None] * y[None, :, ], 1) 5N dot(x, y)
O 75, Reorder, JEH AL FIALHE, ...
O TritonGPU IR Optimizer

O #l4n. Pipeline (global to shared memory {2 & X Alt4t) |, Prefetch (shared
memory to ZF{7as 2 XA ...

[MAPL 2019] Triton: an intermediate language and compiler for tiled neural network computations
https://openai. com/index/triton/ skE: (RIFREFEIAR H) ) Al Compiler 42



https://github.com/triton-lang/triton/blob/6edcd49ca0f51af3c5e0559b0874dc92d991dae3/lib/Dialect/Triton/Transforms/Combine.cpp#L280
https://github.com/triton-lang/triton/blob/6edcd49ca0f51af3c5e0559b0874dc92d991dae3/lib/Dialect/Triton/Transforms/LoopUnroll.cpp#L37
https://github.com/triton-lang/triton/blob/6edcd49ca0f51af3c5e0559b0874dc92d991dae3/lib/Dialect/Triton/Transforms/ReorderBroadcast.cpp#L213
https://github.com/triton-lang/triton/blob/6edcd49ca0f51af3c5e0559b0874dc92d991dae3/lib/Dialect/Triton/Transforms/LoopInvariantCodeMotion.cpp#L33
https://github.com/triton-lang/triton/blob/6edcd49ca0f51af3c5e0559b0874dc92d991dae3/lib/Dialect/TritonGPU/Transforms/Pipeliner/SoftwarePipeliner.cpp#L155
https://github.com/triton-lang/triton/blob/6edcd49ca0f51af3c5e0559b0874dc92d991dae3/lib/Dialect/TritonGPU/Transforms/Prefetch.cpp#L427
https://dl.acm.org/doi/10.1145/3315508.3329973
https://openai.com/index/triton/
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https://triton-lang.cn/main/dialects/TritonGPUOps.html
https://github.com/triton-lang/triton/blob/62094e10/lib/Conversion/TritonGPUToLLVM/ConvertLayoutOpToLLVM.cpp#L25-L85
https://triton-lang.cn/main/dialects/TritonNvidiaGPUOps.html#ttng-tc-gen5-mma-triton-nvidia-gpu-tcgen5mmaop
https://triton-lang.cn/main/dialects/TritonNvidiaGPUOps.html
https://triton-lang.cn/main/dialects/TritonAMDGPUOps.html
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https://arxiv.org/html/2407.02944v1
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https://github.com/Ascend/triton-ascend
https://gitcode.com/Ascend/pytorch
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https://www.hikunpeng.com/document/detail/zh/kunpengdevps/compiler/ug-bisheng/kunpengbisheng_06_0001.html
https://www.hikunpeng.com/developer/devkit/download/bishengcompiler

